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Enabling Verification of Deep Neural Networks in Perception
Tasks Using Fuzzy Logic and Concept Embeddings
Gesina Schwalbe,1 Christian Wirth,2 Ute Schmid3

Abstract: In safety critical applications it is important to assess consistency with prior domain
knowledge. In object detection, this can be (fuzzy) logical relations between visual concepts, like body
part regions are mostly part of person regions. This abstract summarizes our work towards logical
consistency checks for convolutional neural networks (CNNs) that do not require to change the CNN.
The two simple ideas are (i) to treat the object detections as (fuzzy) logical predicates, e. g., Isperson ,
and (ii) to model additional predicates via concept extraction, e. g., for Isbodypart .
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Introduction

In safety critical tasks like perception for autonomous driving, it is necessary to verify that
a model complies with given prior domain knowledge [SS20]. Such are, e. g., anatomical
structures like body parts usually belong to persons. If interpreting visual elements as
logical predicates like Isperson , Isbodypart , one can formulate logical relations for them, e. g.,
Isbodypart (𝑥) → Isperson (𝑥). We show how to apply such terms to predicates defined for object
detections and related concepts. In order to leverage continuous confidence outputs, Diligenti
et al. [DGS17] suggest to use fuzzy logic operations [NPM99]. This approach allows us
to compute a logical consistency score of a CNN with regards to a given logical rule and
input. This could be used, e. g., as self-supervised error indicator at operation-time, for
identification of corner cases at test-time, or even for automated corrections of predictions.
In contrast to related work, our approach is applied to object detection, and works in a
post-hoc manner, i. e., on any CNN-based object detector. In particular, it does not require
to train outputs for all concepts that are later used in the logical rules. These are attached
in a separate training step that does not change the detector. This is important because the
inputs and few-class outputs of standard object detectors are not semantically rich enough to
formulate symbolic rules, and train-time modifications may change the performance of the
model. Additionally, CNN outputs are often badly calibrated, invalidating an interpretation
as fuzzy truth values. This extended abstract summarizes our approach from [SWS22].
Altogether, we provide a simple and scalable framework to post-hoc construct a truth value
monitor for logical constraints, see Fig. 1. This is shown to uncover a substantial proportion
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(a) Overall approach: (1) Enrich CNN outputs using concept models
(CMs). For inference/grounding: (2) Interpret CNN outputs as samesized fuzzy truth masks; (3) evaluate
 fuzzy logic formula (here:
𝐹 ( 𝑝) = Iseye ( 𝑝) ∨ · · · ∨ Isarm ( 𝑝) → IsPerson ( 𝑝) for pixels 𝑝).

(b) Example true alarms of a monitor for
formula Eq. (1); top: EffDet predicted
boxes; mid: CM outputs (leg, ankle, arm,
wrist, eye); bottom: pixel-wise truth values

Depicted photos (Fig. 1b left to right) courtesy David Quitoriano, j bizzie, CCFoodTravel.com, k.steudel, © CC BY 2.0

Fig. 1: Visualization of our approach to obtain a mask that scores per-pixel formula fulfillment.

of detection errors for two state-of-the-art object detectors, and is used to analyze benefits
of concept model calibration and fuzziness.
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Fuzzy Logic Rules for Object Detection

Consider an image 𝑥, the domain of pixel positions 𝑃, and an instance or semantic
segmentation mask, e. g., for a class cls. Our modeling approach is to interpret such a mask
as per-pixel truth values, like ( Iscls ( 𝑝, 𝑥)) 𝑝 ∈𝑃 , that are obtained from grounding a predicate
like Iscls to 𝑥 and pixels 𝑝 ∈ 𝑃, as shown in Fig. 1.
Logical predicates: Segmentation masks can come from the CNN object or concept
presence prediction [Sc21]. The latter is a post-hoc method based on concept embedding
analysis [FV18] that allows classification of pixels by concepts. This is done by post-hoc
attaching and training small concept models (CMs). A CNN bounding box prediction i of
class cls is turned into an instance segmentation mask ( Iscls,i ( 𝑝, 𝑥)) 𝑝 by setting all pixels
inside the detection box to the objectness score. Therefore, we can define per-pixel predicates
for object and other concept classes, given a fixed DNN. We also define a predicate CloseBy
for fuzzy proximity between pixels in terms of a squared exponential distance function.
For smoothing predicate outputs, we apply a neighborhood condition predicate defined via
average pooling.
Logical connectives: User supplied rules that use CNN-based predicates can then be
grounded on CNN inputs 𝑥. That way one obtains the truth values of these predicates
and a fuzzy fulfillment score of the rule (cf. Fig. 1a). We apply continuous t-norm fuzzy
logics [NPM99], like Product (P) and Łukasiewicz (Ł) logic, for realizing the rules as
mathematical functions. This allows generalization to fuzzy truth values in [0,1] of quantifiers
ALL (∀), EXISTS (∃); and of logical connectives NOT (¬), AND (∧), OR (∨), and implication (→).
Calibration: To ensure good calibration of the CMs we suggest to use the Laplace
approximation of a Bayesian neural network [KHH20] and a binary cross-entropy loss.
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Tab. 1: Results for identifying detector false negatives with the rule from Equation (1)

Mask R-CNN

(a) ROC AUC, and F1 at best and 0.5 threshold (b) Mask R-CNN CM average expected calibration error (ECE)
and set intersection over union (sIoU) at best and 0.5 threshold.
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Example rules for person detection: We formalized “body parts indicate persons” (meaning no false negatives
due to occlusion) as:


Ô
Ô
𝐹 ( 𝑝, 𝑥) B b ∈BodyParts Isb ( 𝑝, 𝑥) → ∃𝑞 ∈ 𝑃 :
(1)
i Isperson,i (𝑞, 𝑥) ∧ CloseBy ( 𝑝, 𝑞) .
|
{z
}
|
{z
}
IsBodyPart ( 𝑝, 𝑥)
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IsPartOfAPerson ( 𝑝,𝑥)

Experiments and Results

For experimental validation we considered the object detectors Mask R-CNN [He17], and
EfficientDet D1 [TPL20] (EffDet) trained on MS COCO 2017 [Li14], with pixel accuracies
for Isperson of 0.960 (MR) and 0.930 (EffDet). MS COCO was also used to define the ground
truth for the considered body parts eye, arm, wrist, leg, ankle as in [Sc21]. Our main findings for
the example rule Eq. (1) were (cf. Tab. 1):
Calibrated CMs: Our calibrated CMs showed good performance comparable to the vanilla
Dice loss approach from [Sc21], but were on average much better calibrated (Tab. 1b).
Error retrieval: Given the operation-time setting, formula truth values and an alarm
threshold are used to identify CNN errors (false negatives in case of Eq. (1)), both perpixel and per-image (Tab. 1a). A substantial amount of respective detection errors could
be retrieved that way. On image level, decent precision-recall balances could be found,
e. g., for EffDet 10% of erroneous images identified at precision ≥ 0.95 (cf. Tab. 1c).
Advantages of fuzziness and calibration: Both calibration (cal) and fuzziness slightly but
consistently outperform uncalibrated and Boolean (Bool) rules, i. e., standard intersection
and union operations on binary masks (Tab. 1a and 1c). In case the alarm threshold cannot
be tuned, fuzziness substantially outperformed Bool, as F10.5 scores in Tab. 1a show.
Other use-cases Manual qualitative inspection showed that corner cases selected by logical
consistency scores prove useful for identification of interesting failure types (cf. Fig. 1b).
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Outlook

Our suggested framework setup proved to be promising. Hence, we would like to see it
evaluated on more models, datasets, rules, as well as in an end-to-end fashion for error
removal and robustification against outliers, and in user-studies for other use-cases. We
hope our work serves as a starting point for rich post-hoc verification of symbolic rules on
perception CNNs.
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